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Pairwise comparison scale
extension using core linking sets

Stephen Humphry*' and Ken Bredemeyert

Graduate School of Education, University of Western Australia, Perth, WA, Australia

Pairwise comparisons can be used to equate two sets of educational
performances. In this article, a simple method for the joint scaling of two
or more sets of assessment performances is described and illustrated. This
method is applicable where a scale of student abilities has already been
formed, and the scale is to be extended to include additional performances.
It requires a subset of already scaled performances, which is designated as
a core linking set for the purpose of scale extension. The article illustrates
the application of the method to construct a scale with a larger range of
latent abilities, using fewer additional comparisons compared to the standard
method of pairwise comparisons. The design differs from standard pairwise
comparisons in the way performances are paired. The method of pairing
performances can also be used to efficiently place individual performances
on an existing scale.

pairwise comparison, comparative judgment, linking set method, equating, efficiency

Introduction

Pairwise comparisons can be used to assess students’ work, such as essays and
language tests (Heldsinger and Humphry, 2010; Humphry and McGrane, 2015; Steedle
and Ferrara, 2016; Humphry and Heldsinger, 2019, 2020), as a replacement for rubric
marking (Pollit, 2009, 2012; Steedle and Ferrara, 2016). The method of pairwise
comparisons can also be used to equate two sets of performances without requiring
common items or common persons (using instead common judges). For example, it can
be used to equate a scale obtained from one rubric to the scale obtained from another,
through comparisons of performances on the two scales (Humphry and McGrane,
2015). This type of equating design cannot be achieved without the use of pairwise
comparisons or a similar method.

Using pairwise comparisons for equating two sets of assessment performances
is well-documented in the literature. This article introduces and illustrates a simple
method for scale extension in contexts where one set of performances has already been
scaled and another set of performances is equated with the scaled set through joint
scaling. The method enables researchers to concentrate pairings to efficiently align scales
formed from separate sets of performances and it also affords other advantages.
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Because it connects the two data sets in the equating design
to enable joint scaling, the method introduced in this article
requires the selection of a set of already scaled performances,
which is referred to as the core set. Then performances on
the new scale, which are to be equated onto an existing scale,
are compared against the core set. In the generation of pairs,
these performances are referred to as non-core and it follows
that all the comparisons used to connect the scales are core
vs. non-core. The relevance of core and non-core sets is most
clearly apparent when there are at least three sets where
two or more non-core sets are placed on a common scale
through a core set.

The aim of the article is not to study application of
the method under a range of conditions; rather the scope is
limited to a single empirical application and a single simulation
study. The introductory context is chosen to highlight general
considerations for application of the method.

In addition to scale extension, pairwise comparisons using
pairs generated as core vs. non-core can also be applied
post-hoc to efficiently place new performances on an existing
scale when those new performances have not been scaled.
To place performances on an existing scale, the core set
would be drawn from already scaled performances and the
performances to be placed on the scale designated non-
core. This application is discussed later in the article, but
is not its main focus. Nevertheless, we discuss implications
for future research, including the application of computer
adaptive presentation of pairs based on existing calibrated
performance banks.

The structure of this article is as follows. First, a brief
background to the method of pairwise comparisons and its
relevance in educational assessment is presented. Next, a
design and method for equating two separate scales using core
vs. non-core pairs is detailed. The method is demonstrated
using empirical data collected from a persuasive writing
task, and then applied in a simulation study. The aim of
the empirical study is to extend a writing scale formed
on the basis of paired comparisons, and subsequently to
obtain performance exemplars for use by teachers in separate
assessments of their own students’ performances. The aim
of the simulation study is to emulate the empirical study,
to ascertain the effectiveness of the method used to extend
the scale, where data fit the relevant model. In the empirical
study, the writing task was administered to primary school
and secondary school students, whose performances were
judged, using pairwise comparisons, by experienced markers
using an online platform. The estimation procedure for
placing the performances on a scale of latent writing ability
is outlined for both the empirical data from the school
assessment task and the simulation study. The resulting scales
are evaluated using fit statistics and, for the simulation
study, by comparing the estimated and simulated parameters.
Lastly, a discussion follows which includes the benefits of the
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method, considerations for its application, and limitations of the
studies presented.

Background

As the
comparisons is based on Thurstone’s law of comparative
judgment (Thurstone, 1927). Bradley and Terry (1952), and
later Luce (1959), showed that Thurstone’s equations for the

broader background, method of pairwise

analysis of pairwise comparison data could be simplified using
the cumulative logistic function. The resulting Bradley-Terry-
Luce (BTL) model is used to estimate the latent ability of the
persons in this study. The BTL model has the same form as
the Rasch model (Andrich, 1978), but the probabilities of
success are defined using the differences between performance
estimates, rather than using the differences between ability
estimates and item difficulties.

The BTL model defines the probability that performance a
is compared favorably over performance b as follows:

a—b
Pla>b) = ——
1+e?
where a and b are the parameters denoting the latent
writing abilities inferred from the quality of performances. As
with Rasch modeling, the BTL model provides a scale for
performances (provided there are enough comparisons) if the
data fit the model adequately.

An excellent and more detailed discussion of the
background into the method of pairwise comparisons can
be found in Bramley (2007). Bramley’s article covers the
development of pairwise comparison methodology from the
adaptation of Thurstone’s original work to the form used in the
current study. See also Humphry and Heldsinger (2019) for
a brief overview of some key literature focusing on different
aspects of the application of pairwise comparisons in education.

Pairwise comparisons offer a very flexible design for
parameter estimation. It is not necessary to compare each
performance with every other performance. Pollit (2012, pp.
160) states that this “system is extraordinarily robust.” This
means that sparse data can be analyzed to yield performance
locations with acceptable standard errors of estimation.

To obtain sufficiently accurate locations using pairwise
comparisons, it is useful to specify the number of times
each performance is compared to others. If a performance
is compared too few times, the standard error of estimation
will be high, so there will be a large degree of uncertainty in
the location of the performance. Various authors have offered
recommendations for the minimum number of comparisons
generally required (Verhavert et al,, 2019). Pollit (2012, pp.
160) claims that, “if every object is compared about 10 times
to suitable other objects, this will generate a data set that is
adequate to estimate the values of every object on a single
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scale.” This is also a key consideration for joint scaling of sets
of performances on existing scales, as elaborated later.

Pollit (2012) refers to the concept of chaining performances
to reduce the time spent judging comparisons. In the
moderation exercise presented in Pollit (2012), each pair of
two successive comparisons contains a common performance,
so that reading time is reduced on the second comparison.
In the current study, common performances are included for
more than two consecutive comparisons to further improve
judging efficiency. The number of consecutive comparisons
which contain a common performance is referred to in this
article as the “chaining constant.” Although Pollit’s main reason
for including chaining of performances in the design is to
improve time efficiency, it stands to reason that the cognitive
load for judges is also reduced because they do not need to
become familiar with two new performances each and every
time they see a new pair. Chaining performances in consecutive
comparisons has some potential to introduce violations of
the statistical assumption of independent comparisons, though
Pollit (2012) notes that no evidence of chaining bias has yet been
found.

Due to the robustness and flexibility of the pairwise
comparison method, judgments of pairs generated using the
core vs. non-core method can be combined with judgments
of standard pairs and the BTL model applied, provided there
is a core linking set and the comparisons were made using
the same judging criteria. By combining core vs. non-core
comparisons with standard comparisons, a new scale can
be obtained for the new performances that is anchored to
the existing scale.

The use of core vs. non-core comparisons is alluded to
by Steedle and Ferrara (2016, p. 211) in stating: “if desired,
these [pairwise] estimates can be anchored to a rubric scale by
including anchor papers with fixed scores in the judgment and
estimation process.” The procedure described by Steedle and
Ferrara is equivalent to a design that includes standard pairs plus
core vs. non-core pairs, as described in this article.

In this article, OUTFIT MNSQ is used as an indicator of
model fit to check the fit of the performances. The OUTFIT
MNSQ statistic is computed in the same way as in applications
of the Rasch model (Wright and Stone, 1979; Wright and
Masters, 1982) except that the observed and expected scores
are related to two person parameters in the BTL model rather
than person and item parameters in Rasch’s model. The expected
value of the Outfit statistic, or unweighted mean-squared
standardized residual, is approximately 1. An often-used range
of acceptable limits for the Outfit index is 0.7-1.3 (Smith et al,,
2008).

The Person Separation Index is used as an indicator
of the internal consistency of the judgments on which the
scale is based and is modeled on Cronbachs alpha. Its
minimum value is effectively 0 and its maximum is 1.

A higher value indicates higher internal consistency. Relevant
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Set1 (core) Set 2 (non-core)  Set 3 (non-core)
Internal
Set 1 (core) corevnon-core  coreVnon-core
comparisons
Internal
Set 2 (non-core)
comparisons
Internal
Set 3 (non-core)
comparisons

FIGURE 1
Schematic depiction of a data matrix with a core set and two
non-core sets

to the interpretation of results, for a given level of internal
consistency, the separation index will be higher if there are
more comparisons because there is more Fisher information
and smaller standard errors, as touched upon by Heldsinger and
Humphry (2013).

Materials and methods

Rationale for using core and non-core
sets

To explain the core and non-core distinction and the use
of core sets for joint scaling in general terms, it is instructive
to consider situations in which a core set of performances
is used to join three or more separate data sets. Figure 1
depicts a case of three sets in which the core set links the
other two data sets for which there are no direct comparisons
between performances. In this case, performances in Sets
2 and 3 will be placed on a common scale only through
comparisons with performances in the core set (Set 1) and only
if there is sufficient overlap between Sets 1 and 2, and Sets
1 and 3.

Figure 1 depicts the basis of the method using a simple
case in which all performances in Set 1 form a core set, all
performances in Set 2 form a non-core set, and all performances
in Set 3 form a non-core set. To avoid confusion, we note that
in the empirical and simulation studies used in this article, the
core and non-core sets are subsets of primary and secondary
performances, i.e., they are subsets of larger sets. The reasons
for selecting subsets for core vs. non-core comparisons are
explained to follow.

More generally, the data matrix may comprise any number
of sets that have internal comparisons, and in principle the core
set will provide a basis for joint scaling on a common scale. Thus,
a single core set may be used to equate three, four or more other
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sets that each have only internal comparisons prior to the use of
comparisons with performances in a core set.

The most extreme case is that in which each non-
core performance comprises its own set containing just
one performance. In this case, comparisons against the
core set are the means of placing individual performances
on a common scale.

Although the logic of the core and non-core distinction
is most apparent when there are at least three sets, there
are advantages to pairing performances using the distinction
when there are two sets. Further, considerations applicable
to two sets are also applicable to cases in which there are
three or more sets to be jointly scaled. The empirical and
simulation studies described below illustrate the use of core vs.
non-core pairings between two sets to obtain the advantages
of targeted selection of performances and the availability of
specific diagnostic information to evaluate joint scaling. These
advantages are discussed in further detail later in the article.

Requirements of joint scaling

To jointly scale all performances by selecting a core set
and one or more non-core sets, there needs to be sufficient
information from the performances. When the core vs. non-
core method is used, there need to be internal comparisons of
performances within both the core and non-core sets before the
scale locations of performances in the two sets can be equated
with each other.

Given limited resources, it may be necessary to concentrate
available comparisons on the most useful pairings for linking.
To explain the nature of information required for joint scaling,
consider an extreme case in which there is no information and
joint scaling is not possible. Specifically, let Set 1 be the core set
and suppose there is only one performance j (non-core) from
Set 2 used to equate the two sets, termed the link Subset L,
and only one comparison of performance j in Subset L against
a performance i in Set 1. In this case, performance j has an
estimate on the scale comprising Set 2 performances but it
is not possible to obtain an estimate for performance j based
on comparisons with Set 1 performances. Therefore, it cannot
provide any information to align the two scales.

The first case can be expanded to a case in which there
is a significant number of performances in a link Subset L,
contained within Set 2 used to equate the two sets, but where
only one comparison is made between each performance in
Subset L against a performance in the core Set 1. Using the
reasoning above, it is not possible to obtain an estimate for
any performance in Set 2 based on comparisons with Set
1 performances. Thus, comparisons for these performances
cannot provide any information to align the two scales.

If we further expand the case so that there are at least
two comparisons between performances from Set 2 and
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FIGURE 2
Location estimates of the 32 non-core secondary performances,
from two independent analyses in the scale extension study.

performances in Set 1, then estimates of Set 2 performances
can be obtained on the scale for the Set 1 performances.
In this case, comparisons for the performances do provide
information to align the scales. However, if Set 2 performances
that are compared with Set 1 performances have very few
comparisons with Set 1 performances, the standard errors are
large. Accordingly, if there is little information and the standard
errors are large, plots such as those in Figures 2, 3 are likely
to provide little information about whether there is a linear
relation between the two sets of location estimates for the Set 2
performances, based on comparisons with Set 1 vs. comparisons
with Set 2. With little information, the measurement error will
obscure the association. On the other hand, if there is sufficient
information, such plots can be expected to provide information
about whether there is a linear relationship.

Design considerations

Following from the considerations detailed above, the
optimal design of a scale extension paired comparison exercise
depends on factors that include: (i) the number of performances
in sets; (ii) the number of new comparisons that can be
made with available resources; and (iii) the abilities of students
producing different sets of performances.

If it is possible to make enough comparisons such that
random pairings ensure performances in Set 2 are compared
a reasonable number of times against performances in Set 1
(say, more than seven times) then this option can be used
and diagnostic information will be useful. Given the numbers
of performances in Sets 1 and 2 and the available resources
for comparisons, if the number of comparisons of a Set 2
performance against a Set 1 performance is typically low with
random pairings, then the core vs. non-core pairing method
provides advantages. The advantages, relevant to the empirical
illustration of the method, are detailed later in this article.
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FIGURE 3

Location estimates of the link set from scaling of independent data sets in the simulation study.
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FIGURE 4
Schematic showing the scale extension design. Vertical lines
represent the extent of the ability scales.

Paired comparison design for
illustrative study

Figure 4 depicts the design of the empirical and simulated
studies. In the figure, the horizontal dashed lines represent the
pairings of performances to connect the two scales. They also
convey a range in which the core vs. non-core comparisons
are generated. The primary scale obtained from pairwise
comparisons (PW Primary School Scale) is the existing scale,
depicted on the left-hand-side. The secondary scale obtained
from pairwise comparisons (PW Secondary School Scale) is
depicted on the right-hand-side.

Empirical study

The empirical study described in this article focuses on the
extension of a primary school Writing scale, whose construction
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is described in Humphry and Heldsinger (2019). For the
scale extension project, a scale of latent writing ability was
already formed using pairwise comparisons of primary school
performances. The goal of the empirical study was to extend
the pre-existing scale upwards to include performances of
secondary school students in years 7-9. It was assumed, prior
to equating, that the secondary school performances would
be generally of a higher quality than the primary school
performances, but there would be sufficient overlap in the
quality of performances from the two groups to enable this type
of equating.

Primary school standard comparisons

Located on the existing primary school scale were 162
writing performances from primary school students. The
construction of the scale, including the data collection, test
administration, judgments, and pairwise comparison procedure
are detailed in Humphry and Heldsinger (2019, see pp.
509-510). The criteria for making judgments as to which
performance is better in each pair is also detailed in
Humphry and Heldsinger (2019). In the study, a persuasive
writing task was administered by classroom teachers, who
had been provided with instructions and a choice of topics
to present to their students. A total of 3,228 pairs were
compared by 18 judges who were all experienced classroom
teachers.

Secondary school standard comparisons

To scale the secondary performances, 111 secondary school
performances from students in years 7-9 were compared with
one another by 16 judges. The judges made a total of 1,018
comparisons, with most judges making 60 comparisons
each. Of the 16 judges, five were highly experienced
assessors of both primary and secondary Writing, one was
a primary classroom teacher, and the rest were secondary
classroom teachers.
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Core vs. non-core comparisons

The current empirical study, designed to place the two sets
of performances on the same scale, involved pairing primary
school performances to secondary school performances to form
the core vs. non-core pairs. Of the 162 primary and 111
secondary school performances, 82 primary and 32 secondary
school performances were selected to be used in the core vs. non-
core comparisons. To obtain performances with an overlapping
range of performance levels, primary school performances with
the highest locations and secondary performances with the
lowest locations were selected.

A total of 2,624 core vs. non-core pairs were generated and
allocated to judges. Four judges, who were very experienced
in marking both primary and secondary Writing, made 656
comparisons each, resulting in all the core vs. non-core pairs
generated being compared.

Generation of core vs. non-core comparisons

For the purpose of core vs. non-core comparisons, pairs
were generated between the two sets of performances and
not within either set. Selected primary school performances
were designated as core and selected secondary school
performances were designated as non-core. The top 82 primary
school performances and the bottom 32 secondary school
performances were selected into these sets, based on estimated
locations from standard pairwise scaling of the primary and
secondary performances separately. The method generally aims
to place non-core performances on the scale formed using
the core, linking set of performances. The key requirement
for pair generation using this method is to specify the
number of times each non-core performance is included in
the set of pairs allocated to judges. In the empirical project,
each non-core (secondary school) performance was included
exactly 82 times. For each pairing, a core performance is
matched randomly with a non-core performance (without
replication). Random sampling without replacement was used
in the pairing procedure, given other applicable constraints on
pair generation, in order to ensure that performances were
sufficiently connected for joint scaling. The pairs were generated
using the pair generator R package (Bredemeyer, 2021a).

Pair presentation

Pairs of performances were presented side by side to
judges to make comparisons using online software. The left vs.
right presentation on the screen was fully randomized for the
performances. Each performance was included in a comparison
22 times on average, and a chaining constant of four was used to
reduce the cognitive load of judges.

Scaling and scale extension for the empirical
component

To jointly scale the primary and secondary scales in
both simulation and empirical studies, comparisons from the
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three sets of judgments—primary school standard comparisons,
secondary school standard comparisons, and core vs. non-
core comparisons—were combined. The combined set of
comparisons were used to estimate the abilities of performances
based on the Bradley-Terry-Luce model, which is implemented
in the PairwiseComparisons R package (Bredemeyer, 2021b)
built in the R statistical and programming environment (R
Core Team, 2021). Scale locations for each performance were
obtained using an estimation algorithm that calculates the
performance location in logits, centered on zero. For the
applied study, a shift constant was added to all performance
locations, so that locations were centered on the primary
school performances (so that the mean of the primary school
locations was zero). Applying the shift constant simply aligns
the combined scale to the original scale of the primary school
performances.

Scaling the three sets of pairwise comparisons together
ensures that the origin of the scale is consistent for all
performances. In summary, the steps for the joint scaling
of performances were as follows. First, the primary school
performances were scaled using standard pairs, in which all pairs
were sampled from a list of all possible pairs of primary school
performances. Second, secondary school performances were
scaled also based on standard pairs. Third, a set of the primary
performances with the highest scale locations was selected
and a set of the lowest secondary performances was selected.
Fourth, primary school and secondary school performances
were compared using core vs. non-core pair generation and
presentation of the pairs to judges for comparison. Once the
pairwise comparisons had been made, all data were combined
in a single data set and abilities were estimated using the BTL
model. As a last step in the empirical study, to align the final
scale with the original primary scale, a shift was applied such
that the primary school performances have the same location as
they did in the original primary scale.

Simulation study

Simulation specifications and details

Simulation specifications were chosen to emulate the
Writing scale equating project in terms of the numbers of
performances and the direction of the difference between the
means. The specifications in Table 1 were followed for the
simulation study so it matches the empirical study. Because the
goal of the empirical study was to align two previously formed
scales, the set of comparisons of primary school performances
and the set of comparisons of secondary school performances
were held constant over multiple repetitions of the simulation
to emulate the design of the empirical study. The core vs. non-
core comparisons were generated uniquely over 30 repetitions
of the simulation. The top 82 primary school performances and
the bottom 32 secondary school performances were selected into
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the core and non-core sets based on their simulated locations.
For each of the 30 repetitions of the simulation, joint scaling
of all performances was performed, and a shift constant was
calculated in order to center the primary school performance
locations on zero.

The number of performances, and the mean and standard
deviation of the person locations, specified for the simulation,
are shown in Table 1. The normal random distribution was
used to generate logit locations for both the primary school
and secondary school simulated performances, based on the
specifications in Table 1.

To demonstrate the efficiency of the use of pairings, a
similar simulation was conducted in which pairings between
performances in the secondary and primary sets were made at
random (without replacement). For this simulation, all primary
school performances and all secondary performances were in
the sampling pools for selection into the core and non-core sets,
respectively. This random design simulation was the same as the
core vs. non-core simulation in other respects.

Pair generation for the simulated component

For the core vs. non-core simulation, standard pairs were
generated for both primary school and secondary school
performances using the pair generator R package (Bredemeyer,
2021a). A total of 1,622 pairs were generated for primary school
performances and 1,112 pairs were generated for secondary
school performances. Each performance was included 40 times
on average for the primary school set and 20 times on average
in the secondary school set. Primary school and secondary
school pairs were formed only once as the standard scales were
considered to exist prior to the application of the core vs.
non-core method.

Because the core vs. non-core pairings are exhaustive in
the empirical data, the core vs. non-core pairs were also
formed only once for the simulation; all core performances are
compared against all non-core performances, and therefore the
comparisons did not vary over repetitions of the simulation.
Each non-core performance was paired against every core
performance, so that 2,624 comparisons of primary school
performances against secondary school performances were
made, in each repetition of the simulation.

When all three sets of judgments—primary school standard
comparisons, secondary school standard comparisons, and core
vs. non-core comparisons—were combined, there was a total of
5,358 comparisons.

Simulated comparisons

Judgments, as to which of the pairs was deemed better,
were simulated using the PairwiseComparisons R package
2021b).
judgments of pairwise comparisons by generating deviates

(Bredemeyer, PairwiseComparisons  simulates

of the binomial distribution, where the probability of favorably
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comparing one performance is the probability defined by the
BTL model.

Scaling and scale extension for the simulated
component

The secondary Writing performances were scaled using
the BTL model in the same manner that the primary Writing
performances were scaled. To ascertain how well the scales were
connected, the mean difference between estimated locations of
secondary and primary performances was compared with the
difference between the simulated locations of the secondary and
primary performances.

The reason for comparing the mean differences is as follows.
The simulated difference between the mean secondary and
primary locations is 6.75. The estimate of each individual scale
location contains measurement error; however, measurement
error only has a minor impact on the mean scale locations for
the primary and secondary person groups. Therefore, if the two
scales are aligned, the estimated mean difference between the
person groups will be accurate and consistent with the simulated
mean difference of 6.75. Thus, the accuracy of the estimation of
the mean difference indicates the accuracy of the alignment of
the primary and secondary scales.

In addition, if the scales are aligned, the simulated primary
and secondary locations will be correlated with the estimated
locations. Also, the plot of simulated vs. estimated locations will
follow a single line without being disjointed across year groups.
A scatterplot showing the correspondence between simulated
and estimated locations for both primary and secondary
performances is provided in the results to follow (Figure 5).

Results

Empirical study

The Person Separation Index of the joint scale was 0.977,
indicating a generally high level of internal consistency among
the judgments. On the same scale, 58 of the 273 performances
had OUTFIT MNSQ values greater than 1.3, indicating that
there was a number of performances with relatively poor fit
to the model. On the other hand, a relatively large number of
performances had OUTFIT MNSQ values below 0.7 (n = 143).

Of the link set of performances used to connect the scales,
8 of 82 primary and 3 of 32 secondary performances had
OUTFIT MNSQ values greater than 1.3, indicating that the sets
were connected by performances that mostly had acceptable fit
to the BTL model.

To evaluate whether the scales were connected by
performances whose locations had a linear association, the
performances of the secondary non-core set were independently
scaled based on: (i) primary standard pairs combined with the
core vs. non-core comparisons; and (ii) secondary standard
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TABLE 1 Mean and standard deviation of the simulated and estimated parameters for the primary and secondary performances in the
simulation study.

Specifications Estimated (mean) Estimated (range)
N Mean Std. dev. Mean Std. dev. Mean Std. dev.
Primary 162 —2.75 4.10 —2.96 4.04 —3.02, —2.90 3.95,4.14
Secondary 111 4.01 3.26 432 3.62 4.24,4.41 359, 3.65
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FIGURE 5
Simulated locations against estimated locations based on joint scaling of all 273 performances in the simulation study.

TABLE 2 Mean and standard deviation of location estimates for the of OUTFIT MNSQ values above 1.3 is somewhat higher

rimary and secondary performances in the empirical study. . .
P y yp P 4 than expected in theoretical terms. However, because the

N Mean Std. dev. data was simulated strictly according to the model, it is

likely that the high proportion is related to the specifics

Primary 162 —275 410 of the design. The information nevertheless provides a
Secondary 111 4.01 3.26

reference point for the results in the empirical study with

its similar design.

Figure 5 shows the association between the simulated

pairs. The resulting scatterplot of the two sets of estimates for locations and the estimated locations, with the latter based

the 32 secondary non-core performances is shown in Figure 2. - . .

on joint scaling of primary and secondary performances. The
The association is reasonably linear with a Pearson correlation
of r=0.751.

Table 2 shows the mean and standard deviation of the

locations shown in Figure 5 are for a single repetition of
the simulation and are indicative of results obtained in the
simulations. It can be seen that the bivariate locations follow
primary and secondary locations in the empirical study. a single line, indicating the scales have been aligned such that
primary and secondary locations are on the same scale.

Figure 3 shows the estimates of the secondary link
Simulation study performances from independent scaling of the secondary data

on the x-axis and the primary linking set data on the y-axis. The

The Person Separation Index for the joint scale of the core Pearson correlation is » = 0.698, indicating a linear association
vs. non-core simulation study was 0.98 for all repetitions of that provides a good basis for connecting the two scales. The
the simulation. The Person Separation Index varied among locations shown in Figure 3 are for a single repetition of the
simulation repetitions only by the third decimal place. This simulation.
indicates a high level of internal consistency among the The results from: (i) core vs. non-core pairings; and
judgments. From joint scaling, on average across the 30 (ii) random pairings, were compared. The cross-set pairings
repetitions, 27 of the 273 performances had OUTFIT MNSQ provide information about secondary estimates relative to the
values greater than 1.3 and 166 of the 273 performances primary estimates only if they have non-extreme scores on the

had OUTFIT MNSQ values less than 0.7. The proportion primary scale. In the random pairings design, of the cross-set
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comparisons and averaged across simulations, 32.5% of pairs
were involved in comparisons of secondary performances that
had extreme estimates based on comparisons with primary
performances. As explained in the justification for the approach,
these pairs provide no information about the relation between
secondary and primary estimates and are wasted for the purpose
of aligning the scales. In the core vs. non-core design, of
the cross-set comparisons, none of the pairs were involved
in comparisons of secondary performances that had extreme
estimates based on comparisons with primary performances;
that is, none of the pairs were wasted.

The mean difference of the estimates indicates how well
the origins of the scales are aligned with each other based
on the comparisons. The mean difference between simulated
secondary and primary performances is 6.970 on the common
scale. The mean difference is more accurately estimated in the
core vs. non-core design (7.273) than the random linking design
(7.435). The standard deviation of the mean difference provides
an estimate of the uncertainty of the estimate around the
mean difference based on multiple simulations. The standard
deviation is 2.25 times greater in the random linking design
(0.162) than the core vs. non-core design (0.072). This effectively
indicates a larger standard error of equating resulting from
less information for aligning secondary performances on the
primary scale. The estimates of the mean differences, in both
designs, are larger than simulated due to some bias in the
estimates of performances with the highest and lowest locations
on the scale (see Figure 5).

The Person Separation Index for the joint scale of the
random pairings simulation was 0.98, varying only by the third
decimal place among the 30 repetitions of the simulation. From
joint scaling, on average across the 30 repetitions, 21 of the
273 performances had OUTFIT MNSQ values greater than
1.3, and 213 of the 273 performances had OUTFIT MNSQ
values less than 0.7.

Discussion

The empirical and simulation studies enable discussion
of specific considerations applicable to the selection of core
and non-core sets for the purpose of scale extension. The
considerations apply to cases in which there are two or more
non-core sets (which may be subsets of larger sets) that have
been scaled based on internal comparisons.

Scaling performances with core vs. non-core comparisons
adds flexibility in relevant contexts because this method
takes advantage of a measurement scale already formed using
standard pairwise comparisons. As the core set of performances
have already been scaled, the number of all comparisons can be
reduced relative to the standard pairwise method.

Using core and non-core sets enables practitioners to more
effectively concentrate the use of available pairwise comparisons
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to achieve joint scaling given finite resources for comparisons.
When resources are limited beyond a certain level, it may not be
possible to obtain sufficient pairings to jointly scale sets unless a
method is employed to focus the pairings to enable joint scaling.

The comparison of random pairings and core vs. non-
core pairings shows that the latter makes more efficient use of
available pairs for the purpose of aligning the two scales. Using
the core vs. non-core method, the difference between secondary
and primary means was more accurately estimated and the
variation of the estimate of this difference was substantially less
across simulations, indicating less error in aligning the scales.
The gain in efficiency is larger when there is less overlap between
the distributions of the two scales and that overlap can be judged
based on available information. If the distributions overlap
substantially, efficiency is not gained. However, even in this case
the advantage still remains that performances can be selected
based on fit. Additionally, in more general cases involving three
or more sets, two or more separate scales can be efficiently
joined through a single core scale, as shown in Figure 1. The
number of low OUTFIT MNSQ values is larger for the random
pairings simulation than in the full joint scaling analysis with
core and non-core comparisons. This is likely due to higher
level secondary performances being compared favorably against
many or all primary performances, in which case many of the
residuals are small.

The results of the empirical study indicate reasonably
effective scale extension using the core vs. non-core method.
The separation index for the scale based on all combined
data was high. Fit to the model was not as good as in the
simulation study, though reasonable for the applied objectives.
In evaluating whether the primary scale could be extended to
include secondary performances, a scatterplot was shown of the
locations for the secondary (non-core) performances based on
the analysis of: (i) the primary and linking set data; and (ii)
the secondary data. This is useful to examine whether there is
alinear association between the estimates of the core, linking set
on the two scales. The scatterplot in Figure 2 shows a reasonably
linear association for the empirical data; the corresponding
scatterplot in Figure 3 shows a clear linear association with a
very high correlation for the simulated data.

Once primary and secondary performances were jointly
scaled in the empirical context, the secondary performances
were qualitatively examined to ascertain whether their positions
were defensible relative to the primary performances. These
checks were conducted in the form of paired comparisons of
secondary and primary, with an emphasis on performances with
similar scale locations. The qualitative examination suggested
that reasonable alignment of the scales was achieved and that
there was not a systematic tendency for secondary performances
to be placed too high or too low on the scale relative to the
primary performances. In some cases, secondary performances
did not appear to be placed well on the scale; however, this is to
be expected given the standard errors associated with estimates.
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The results of the simulation study showed a close
correspondence between: (i) the simulated difference between
the primary and secondary mean locations; and (ii) the
difference between the mean locations of the estimates of
the primary and secondary locations on the joint scale.
This confirms that the core vs. non-core comparisons enable
extension of the original primary scale with reasonable accuracy
when there are a large number of comparisons, using a design of
the kind implemented in the empirical study.

First, the method enables utilization of information from
the existing scale in designing the scale extension exercise.
In the present study, higher level performances were selected
from the pre-existing primary scale because the secondary
school performances would be compared better more often if
lower-level performances had been selected, yielding extreme
locations. It is possible to select core performances that
have adequate fit also. That is, it is possible to select sets
of performances for cross-set comparisons to optimize joint
scaling results according to criteria for relative targeting and
model fit of performances used.

Second, because the method avoids further within-set
comparisons, effort by judges on comparisons is concentrated
on comparisons that enable the scales to be equated.
Theoretically, the standard errors of estimates in the core and
non-core sets will decrease as a result of the addition of core
vs. non-core comparisons due to additional Fisher information
from additional comparisons. However, theoretically the
standard errors of all other estimates will not decrease because
there are no further comparisons to provide additional Fisher
information. The method is therefore most appropriate where
the priority is the efficient use of time available to make
comparisons for the equating of scales. Given measurement
of a common construct and appropriate targeting and fit,
theoretically it is anticipated that a greater number of core
vs. non-core comparisons will result in improved alignment
of the two scales.

Third, the method potentially provides clearer diagnostic
information about the robustness of the joining or equating of
the scales than may otherwise be available. The evaluation of
the association of locations, shown in Figure 2 for the empirical
study and in Figure 3 for the simulation study, are possible
due to the design. The objective of the project was to place the
performances on a single scale. It is therefore expected that the
non-core secondary performances will have the same relative
scale locations when derived from comparisons against primary
performances as when derived from comparisons against other
secondary performances. In the present study, the design
enables estimates of the secondary performances solely from
comparisons of secondary against primary performances. These
were compared with estimates obtained from standard pairwise
comparison scaling of the secondary performances to evaluate
whether there is a linear association between the independent
estimates obtained from the two sets of comparisons.
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In addition, for diagnostic purposes, performance-level fit
statistics specifically for cross-set comparisons can be obtained
to evaluate whether linking set comparisons fit the model
adequately. Without the use of a linking set, it is more
difficult to focus specifically on diagnostic information related
to comparisons that connect the two sets of data.

The comparison of core vs. non-core performances ensures
there are cross-set comparisons to enable joint scaling. In a
given empirical context, the design and number of comparisons
need to be selected to meet accuracy requirements for such
applied objectives.

The context of the present study is analogous to vertical
equating using an item response model. For equating, core
performances need to be reasonably targeted to the non-core
performances in terms of the latent ability of students as
explained earlier in this article.

Although not the main focus of this article, as discussed
above, the generation of core vs. non-core pairs is also applicable
where the objective is to obtain scale estimates for performances
on a pre-existing scale. That is, the generation of such pairs
enables performances to be placed on an existing scale. This
opens up the possibility of research into computer adaptive
assessment procedures based on: (i) locations on an existing
scale; and (ii) estimates of the locations of performances
to be placed on the scale obtained after each successive
comparison of a performance against a scaled performance.
The nature of such an application is virtually identical to
computer adaptive testing using IRT estimation. Consequently,
practitioners can draw upon relevant literature regarding
techniques, algorithms, and so forth as the basis of presenting
pairs to judges in the same essential manner that items are
presented to students in computer adaptive testing using
calibrated item banks.

Limitations and delimitations

The present article aims to illustrate the method and
its application in a particular empirical context that enables
explanation of key considerations. It is beyond the scope of this
article to investigate the number of core and non-core items and
number of comparisons required to equate scales. Simulation
studies could be used to ascertain the accuracy of equating
under different conditions, given combinations of the following
parameters: number of core performances; numbers of non-core
performance sets; non-core performances per set; and numbers
of core vs. non-core comparisons. Although such investigations
are beyond the scope of this article, key considerations have been
articulated, including the necessity to select core and non-core
performances that have overlapping levels of achievement to the
extent feasible. Selecting a range of performance levels is also
desirable for checking there is a linear relationship as shown in
Figures 2, 3.
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With respect to the applied objective of the chosen context,
the study shows that it is possible to equate primary and
secondary persuasive writing scales according to the criteria
adopted. The scatterplot showed a reasonably good correlation.
Having said this, we consider that it would be ideal to have a
higher correlation, above 0.8. The number of comparisons is a
key factor affecting the precision of the estimates and, therefore,
the highest correlation that can be obtained.

Further research would be needed to examine how
generalizable the empirical finding is that primary Writing scales
can be extended to include secondary school performances. It
is noted, however, that in unpublished studies, primary and
secondary English persuasive performances have been jointly
scaled as part of the Australian National Assessment Program—
Literacy and Numeracy for a number of years. The authors
conducted work on these exercises and consider the model fit
in such exercises generally good and similar to fit reported in
Humphry and McGrane (2015). However, it is beyond the scope
of this article to go into further depth about the generalizability
of the empirical findings.

In addition to having adequate correlations and person
separation indices, the ordering of the performances must
validly reflect the latent trait of interest. Attention needs to be
given to whether the ordering of the performances is considered
to validly reflect the nature of the trait being measured, in
terms of the progression of skills evident in performances with
increasing scale locations.

Summary and conclusion

This article described and illustrated a method for the joint
scaling of two or more sets of performances based on pairwise
comparisons and illustrated its application in an empirical
context. The article focused on a case in which there were only
two sets of performances and subsets of primary and secondary
performances were designated core and non-core. This method
is applicable where there is an existing scale of student abilities
and the objective is to equate one or more new scales onto
the existing scale. The method is referred to as a linking set
scale extension. The method is achieved by selecting a core
linking set of performances and by generating core vs. non-core
comparisons to equate any number of existing scales.

A simulation study was used to show that the method
enables the extension of a scale under conditions similar to those
in the empirical study with a larger number of comparisons. This
article illustrated the application of the method to a persuasive
Writing scale and used this context to summarize key applied
considerations. Comparison of random pairings with core/non-
core pairings showed the latter is more efficient and that for a
given number of pairs, it provided more accurate alignment of
the scales and less variation in the alignment across simulations.

The method described in this article can be used to
equate two scales provided the scales measure the same latent
trait, the two scales are based on responses to tasks of
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comparable difficulty, and there is sufficient overlap in the
level of performances. This method is flexible and efficient,
taking advantage of a pre-existing measurement scale to select
core performances to extend a scale. A high level of internal
reliability was obtained in the empirical study. Assessment of
the validity of measurement of the intended construct can be
achieved by qualitative examination of the progression of skills
and knowledge with increasing scale locations.
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