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NEURAL NETWORKS

A complex function
that creates output
based on the input.

ALGORITHM

A process that solves a
specific problem based
on a set of
mathematical rules.

You have probably heard of ChatGPT, or even used it already.
ChatGPT is an interactive chatbot that can generate detailed answers
to all kinds of questions. It can even write your school papers for
you. But how does it know how to answer your questions with such
detail? ChatGPT consists of neural networks that allow the chatbot
to answer your question. We will explore these neural networks in
this article.

WHAT ARE NEURAL NETWORKS?

Neural networks are used everywhere these days. They change user
inputs through an algorithm consisting of some fancy math, to
output something useful. Chatbots like ChatGPT are based on neural
networks. Moreover, Netflix uses a neural network to recommend new
movies and series for you to watch. The input into the network is
the movies/series you have already watched. As output, unwatched
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DATASET

A structured collection
of data with the
variables in the
columns and the
observations in

the rows.

movies/series pop up in your recommendations. Detecting skin cancer
is another example of how neural networks can be used. Some phone
applications allow you to take a picture of a skin mole. A neural
network will then tell you the risk that this mole is cancerous.

A FLOWERY EXAMPLE

Imagine you see a flower of the iris plant, which has many subtypes.
If you want to know which subtype it is, you could take a picture with
Google Lens to get the answer. This app uses a kind of neural network.
But how does such a network decide on the correct subtype of iris in
your picture? There are three very similar-looking subtypes: setosa,
versicolor, and virginica. They have sepals and petals, as you can see
in Figure 1A. We can measure the length and the width of these sepals
and petals (in centimeters) and collect this information in a dataset.
Figure 1B shows measurements from six flowers chosen randomly,
two for each subtype, from the entire dataset of 150 observations. As
you can see, the lengths and widths are not the same for each subtype.
When working with neural networks, we call the characteristics of the
flower (such as sepal length) features while the subtypes are called
categories. The idea is that we will use these features to figure out the
category of iris flower. We call this “predicting” (now try Exercise 1 in
Box 1).

CREATING A NEURAL NETWORK

Neurons

To help you understand neural networks, we first need to talk about
what a neural network consists of [1, 2]. One of the most important
components are called neurons (hence the name “neural network”)
because their function was inspired by nerve cells called neurons in
the brain [3]. Figure 1C shows an overview of a neural network that
could be used to analyze the flower data. The neurons are represented
by circles. Every neural network always has an input layer and output
layer. In the input layer (green), the number of neurons is always equal
to the number of features, so in our case there are four neurons
(N1, N2, N3, and N4). For the output layer (orange), the number of
neurons always equals the number of categories, three in our case
(N9, N10, and N11), corresponding to the three flower subtypes (now
try Exercise 2 in Box 2).

Weights and Biases

Neural networks also contain other/middle layers (purple) called
hidden layers, with a certain number of neurons. These layers process
the input to generate the output. There could be as many hidden layers
as you want in the network. Each hidden layer could also contain
as many neurons as you like. For our data, one hidden layer with a
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Figure 1

(A) Three types of iris
flowers, which differ by
the size of their petals
and sepals. (B) Six
observations from the
iris flower dataset. (C)
The neural network
consists of neurons
(circles) with
connections (weights)
shown as arrows.
Source: Virginica:
https://www.flickr.
com/photos/
33397993@N05/
3352169862. Setosa:
https://www.flickr.
com/photos/nhg9801/
9200911388/.
Versicolor: https://
commons.wikimedia.
org/wiki/File:
Iris_versicolor_4.jpg.
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Observation Sepal.Length Sepal.Width Petal.Length Petal.Width Species
Al 5.1 3.5 1.4 0.2 setosa
2 4.9 3.0 1.4 0.2 setosa
3 7.0 3.2 4.7 1.4 versicolor
4 6.4 32 4.5 1.5 versicolor
5 6.3 3.3 6.0 2.5 virginica
6 5.8 2.7 5:1 1.9 virginica
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Figure 1

Box 1 | Exercise 1:

(Throughout the article you will encounter exercises. You can try to answer these
questions to check your understanding.) Try to discover some patterns in the flower
dataset in Figure 1b. Focus on the petal and sepal widths. How are these features
different for each subtype?

relatively small number of neurons (four) will work well. Each neuron in
a layer has connections to each neuron in the next layer (shown by the
arrows). For example, neuron N5 in the hidden layer has connections
to all four neurons in the input layer.
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BIAS

In the context of neural
networks, refers to a
number connected to
each neuron that helps
the network to
determine the

correct category.

ERROR

A number to represent
how wrong the
network is when it
predicts the categories.

Box 2 | Exercise 2:

Another well-known example is to let a neural network predict handwritten digits
from 0 to 9. How many output neurons would such a network have?

In practice, these connections are actual numbers, and we call them
weights (w1, w2 etc.). So, the number of weights corresponds to the
number of connections. The purpose of these weights is to transform
the input values (sepal length, width, etc.) into different numbers. This
helps the network to decide which category the flower belongs to.
You can also think of the weights as the strength of the connection
between neurons. So, a large value means that the neuron has a lot of
influence on the connected neuron. Each neuron, except the input
neurons, also has another number called a bias (bl, b5, etc.) that
further helps to determine the category. This number basically tweaks
the results from the weights to make the network more flexible. For
example, a large bias further strengthens the role of that neuron (now
try Exercise 3 in Box 3).

Box 3 | Exercise 3:

Try to figure out the total number of weights and biases for the network in Figure 1C.

Training a Network

How does the neural network determine the category from the
features of the flower? For example, if we plugged in the width and
length values from the first row in Figure 1B, how would the network
know this is a setosa flower? To help you understand this, we need to
talk about training and testing a neural network.

To start, we randomly separate the dataset into a training set and a
test set. In general, the training set should be larger than the test set.
More training data tend to lead to more accurate predictions. But there
needs to be enough data to test the network on, so it is a bit of a
trade-off. In our case, we can use 2/3 of the flowers (100) for the
training set and the rest (50) for the test set (If you would like to read
more about training a network, see this article).

When we first give the network the training set, it does not know
the correct category for each flower, and it basically guesses. At this
point we say that the network is untrained. The weights are random
numbers, while the biases are zero (Figure 2A). We feed the network
all the features of the 100 flowers from the training set and ask it to
predict which type of flower the data are from. In the beginning, the
output will often be incorrect, and we tell the network when itis wrong.
We can express how wrong the network is, which is called the error.
At the start of training the error will be large, but after each run the
network adjusts its weights and biases to make the error smaller. Step
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Figure 2

(A) The network with
the untrained weights
and biases, shown in
the cells of the table.
The numbers describe
the specific
connections between
two neurons. For
example, N1 in the
input layer has a weight
of —0.09 that connects
to N5 in the next layer.
The final column has
the biases belonging to
the neurons. (B) The
final weights and biases
after training the
network.
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Figure 2

by step, the network learns patterns in the data and starts to predict
the correct categories for each presented flower. For our network, the
training stage took about 5 s—but for large datasets it can take hours
or longer (now try Exercise 4 in Box 4).

Box 4 | Exercise 4:

How often do you think an untrained network would guess the correct flower subtype
at the start?

Testing a Network and Accuracy

After enough training, the error will become really small, and the
network will settle on certain weights and biases (Figure 2B).

However, those numbers are pretty meaningless at first glance. That
is why networks are considered black boxes. Still, it will likely make
the right predictions. There is one catch though: the network has
settled down on weights and biases that are optimal for the training
set. What would happen if we showed the network new examples
of iris flowers that it has never seen before? This is the ultimate
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CONFUSION
MATRIX

A table that shows the
number of correct
predictions on the
diagonal while the
incorrect predictions
are in the other cells.

test, and so we call this “testing the network.” We do this using the
test set of flower data that we created earlier. For this new data,
we often calculate the accuracy of the network to determine its
performance. The accuracy is the percentage of flowers that are
predicted correctly. Often, the accuracy will not be 100%. Values
between 90 and 100% are considered pretty good (now try Exercise
5in Box 5).

Box 5 | Exercise 5:

Imagine we have trained a network and want to determine its accuracy. We feed it
60 new flower observations, and the network correctly predicts the category of 54
observations. Calculate the accuracy for this network. (see Box 6 for the answers to
the exercises).

It is finally time to use our network (from Figure 1C) to predict the
categories for our test set. (You can play around with this yourself
on this website.) Figure 3 shows a snippet of code to create and run
our network (you do not need to understand the code snippet). The
bottom of the figure shows the results, in the form of a confusion
matrix and the accuracy of the network. Do not get confused by
the confusion matrix! It merely shows the correct and incorrect
predictions. The rows refer to the true flower categories, while the
columns represent the category predictions made by the network. So,
all the correct predictions end up along the diagonal, while incorrect
predictions appear in the other cells. Our network mistakenly classified
two virginica flowers as versicolor, so we ended up with an accuracy of
96%. Remember, our network has never seen these 50 flowers before
and stillmanaged to determine the right category for 48 of them. Pretty
impressive, right?

LIMITATIONS OF NEURAL NETWORKS

As cool as neural networks may seem, they do have certain
shortcomings. For one, we often say that these networks are black
boxes. That means we do not know how the features are used to
predict the categories of the flowers. For example, it could be that a
single feature, such as petal width, is very important for predicting the
flower category. The network would not be able to tell us this. There
are other algorithms that can explain their decision during prediction.
An example is multiple linear regression, which you can read about in
this article.

Another issue is that the network’s performance heavily depends on
the training data. The final weights and biases are based on the training
data. These weights and biases are then used to predict categories for
the new test data. Imagine if the training data are not like the actual
iris flowers and thus are very different from the test data. For example,
maybe for some reason the training data only came from flowers of
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Figure 3

A snippet of the Python
code used to run the
neural network. It is
okay if you do not
understand the actual
code snippet. The
output is shown in the
lower part of the figure,
within the confusion
matrix, and the
accuracy of the
network is shown in the
lower left, near the
yellow star.

@ apppy @ rnetworkpy @ runspy
12 -
135 iris = datasets.load_iris() # Load the Iris dataset
14 iris = np.column_stack((iris.data, iris.target)) # Combine features and categories into a single dataset
15
16 # Split the Iris dataset into training and test set
17 iris_train, iris_test = train_test_split(iris, test_size=0.33, random_state=42)
18 # Create a neural network with 3 layers (Input, output layer and a hidden layer with 4 neurons)
19 iris_network = Network(structure=(4, 4, 3), categorical=True, function="ReLu", rate=.01, tolerance=.001)
20
21 # Call the predict function on our network to start training and testing
22 result = iris_network.predict((0, 1, 2, 3), 4, iris_train, iris_test, show=False)
23 structure = iris_network.get_structure()
24 # Print the results in the console
25 print("Confusion matrix")
26 print(result["Confusion"])
27 print("Accuracy")
28 print(result["Accuracy"])
29

Run < runs

Confusion matrix
Predicted Setosa Predicted Versicolor Predicted Virginica

j True Setosa 19 0 0
= True Versicolor 0 15 0
@ True Virginica 0 2 14
Accuracy
0.96

Figure 3

each category with very small sepal and petal widths and lengths. If
we train our network with this unusual set of training data, then the
weights and biases will be rooted in this data. So, when we feed the
trained network random new flowers (the test set), its performance will
likely be poor.

WHAT TO REMEMBER

Neural networks use inputinformation about an object (petal and sepal
width a flower, for example) to predict something about that object
(such as flower subtype). The network has weights and biases that are
updated during the training stage. During the test stage the network
can often predict new observations that it has never seen before with
good accuracy. So, getting back to our initial example, ChatGPT has
learned the response to lots of different input prompts and can now
take your message and predict a useful response!
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Box 6 | Exercise answers

Exercise 1: To discover patterns, we calculate some averages. Setosa has the lowest
petal width (0.2cm on average) and the highest sepal width (3.25cm on average).
Versicolor has the second highest petal width (1.45cm on average) and sepal width
(3.2cm on average). Virginica has the highest petal width (2.2 cm on average) and the
lowest sepal width (3.0 cm on average).

Exercise 2: The number of output neurons always equals the number of categories.
In the case of handwritten digits, these range from 0 to 9, so we end up with 10
categories.

Exercise 3: : Focusing on the weights first, remember that every neuron in each layer
is connected to every neuron in the next layer. So, we first multiply the number of
input neurons by the number of neurons in the hidden layer: 4 x 4 = 16. Then we
multiply the number of neurons in the hidden layer by the number of neurons in the
output layer: 4 x 3 = 12. We add 16 and 12 to get a total of 28 weights. For the biases,
recall that every neuron has a bias except the input neurons. The number of neurons
in the hidden layer is 4 and the number of neurons in the output layer is 3: 4 + 3 =
7 biases.

Exercise 4: At the start, the weights and biases are random numbers, and the network
will be "guessing” the categories. There are 3 categories in total, but for each flower
only 1 category is correct. If the network were to guess the category for 100 flowers,
then on average it would guess the right category 1/3 of the time.

Exercise 5: For the accuracy, we are interested in the number of flowers assigned to
the correct category (out of the total number of flowers). This means that we should
divide 54 by 60. 54 is part of the multiplication table of 6 because 6 x 9 equals 54. The
accuracy is therefore 0.9 or 90%.
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