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Advancements in multi-omics research have demonstrated the potential of inte-
grating human microbiome and metabolomics data to better understand physio-
logical processes and improve prediction accuracy in studies of human health.
While conventional models utilizing single-omics data provide valuable perspec-
tives, they often fail to capture the complexity of biological systems. Recent
developments in supervised contrastive learning frameworks have enhanced
predictive performance for categorical responses, yet limitations persist in extend-
ing these methods to continuous outcomes. A robust model capable of addressing
these gaps could signi�cantly enhance multi-omics predictions and provide new
insights into complex biological interactions. Here, we present MB-SupCon-cont, a
novel supervised contrastive learning framework designed for both categorical and
continuous responses in multi-omics data. MB-SupCon-cont improves prediction
accuracy by incorporating a generalized contrastive loss function that de�nes
similarity and dissimilarity for continuous responses using three distance-based
weighting methods. Through simulation studies and two real-world datasets for
Type 2 Diabetes (T2D) and High-Fat Diet (HFD), we demonstrate that MB-SupCon-
cont consistently achieves lower prediction errors than tuned conventional models,
canonical correlation analysis, and autoencoder baselines, with most reaching
statistical signi�cance. We further provide a validation-based rule for selecting the
weighting method and show that the learned embeddings align more closely with
the response and recover known microbe and metabolite associations. The
framework also provides superior representation learning and improves data
visualization in lower-dimensional spaces. These �ndings suggest that MB-
SupCon-cont is a powerful tool for general multi-omics prediction and may have
broad applicability in biomedical research.
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1 Introduction

Integrated modeling approaches that synergistically combine
multi-omics data have revolutionized biomedical research, enabling
a more comprehensive understanding of complex biological rela-
tionships in human physiology. By integrating different types of
biological data, researchers can explore how various systems, such
as microbial communities and metabolic activities, interact within
the human body. The human microbiome, a diverse collection of
living microorganisms residing in a variety of body niches, plays a
crucial role in disease diagnosis, prognosis, and treatments (Cho
and Blaser, 2012; Human Microbiome Project C, 2012; Sender et al.,
2016). Similarly, the metabolome, a complete set of small molecules
involved in metabolic processes, directly impacts host physiology
(Buergel et al., 2022; Nishiumi et al., 2012; Shah et al., 2012).
Leveraging multi-omics data like microbiome and metabolome,
researchers have developed accurate prediction models for host
physiological conditions, with translational potential for improved
healthcare (Claesson et al., 2017; Fromentin et al., 2022).

However, early work on prediction modeling primarily relied
on single-omics data and utilized methods such as elastic net,
random forests, support vector machines, and gradient boosting
trees (Chen and Guestrin, 2016; Drucker et al., 1997; Zou and
Zhang, 2009). While these methods offered valuable perspectives,
they lacked the ability to capture the full complexity of biological
systems. In contrast, integrating multi-omics data can provide
deeper mechanistic insights and enhance the accuracy of prediction
models. For example, in colorectal cancer, researchers have identi-
�ed speci�c bacterial species that produce metabolites linked to an
increased risk of the disease (Guthrie et al., 2017). Subsequent
mechanistic studies have used multi-omics analyses to further
elucidate the functions of these pathogenic species (Kang et al.,
2023). Similar multi-omics approaches, especially those involving
microbiome and metabolomics data, have been applied to other
diseases, which demonstrates the potential of these integrative
methods in a wide range of biomedical contexts (Heintz-Buschart
et al., 2016; Lloyd-Price et al., 2019; Wang et al., 2020).

Existing integration models based on multivariate statistics,
such as canonical correlation analysis (CCA) (Hotelling, 1936),
exhibit potential, but recent advances in deep learning, including
multi-view learning and particularly contrastive learning, have
shown greater promise. Contrastive learning has improved image
classi�cation in computer vision and pretraining language models
in natural language processing (Chen et al., 2020; Meng et al., 2021).
Notably, both self-supervised contrastive learning (Chen et al.,
2020) and supervised contrastive learning (Khosla et al., 2020)
have been successful in image recognition. More recently, contras-
tive learning has also been introduced to multi-omics data analysis.
Using supervised contrastive learning, MB-SupCon achieves supe-
rior performance on predicting various responses by integrating
microbiome and metabolome data (Yang et al., 2022). Despite these
successes, existing contrastive learning frameworks have limita-
tions. Current supervised mechanisms only support the prediction
of categorical responses, while continuous responses are quite
common in biological research.
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To address these challenges, we propose MB-SupCon-cont, a
generalized contrastive learning framework for both categorical and
continuous responses in multi-omics data. Speci�cally, we extend
the concept of “similar and dissimilar data pairs” for continuous
responses through three distance-based weighting schemes that we
incorporate into a generalized contrastive loss. We have demon-
strated the superiority of MB-SupCon-cont through predictions of
multiple responses in both simulation studies and two real-world
datasets. To make the comparison convincing, we benchmark MB-
SupCon-cont against multiple classical baselines, a canonical cor-
relation analysis method, and an autoencoder, and also provide a
validation-based rule for choosing the weighting scheme.
Additionally, the learned embeddings in the representation
domain generate clusters that vary gradually with the response
variable, which facilitates better visualization of data patterns. With
these advantages, MB-SupCon-cont can serve as a general integra-
tive prediction modeling framework in multi-omics studies and can
provide versatile support to the biomedical research community.
2 Methods

2.1 Similar and dissimilar data pairs

Contrastive learning leverages the idea of learning embeddings
such that similar data points are brought closer in the embedding
space, while dissimilar points are pushed apart. Therefore, how to
�nd these similar and dissimilar data pairs are critical in all types of
contrastive learning methods.

In self-supervised contrastive learning, we de�ne positive (sim-
ilar) and negative (dissimilar) data pairs based on whether the data
is from a paired sample collected simultaneously from the same
subject. For a data pair xi, yj

� �
; i, � j � 1, 2, � …, � nf g where n is the

batch size.

xi, yj
� �

=
positive�pair if�i = j,

negative�pair if�i � j :

(

In supervised contrastive learning for categorical response
variable, positive and negative data pairs are determined based on
whether the data has the same response value. Given a data pair

xi, yj
� �

and their responses ri, rj
� �

where i, � j � 1, 2, � …, � nf g, the
positive (or negative) pair is de�ned as

xi, yj
� �

=
positive�pair if�ri = rj,

negative�pair if�ri � rj :

(

However, when the response variable is continuous in a
supervised contrastive learning model, the traditional de�nition of
positive and negative data pairs becomes inapplicable, as continu-
ous response values are rarely identical. Instead, we categorize data
into similar and dissimilar pairs based on the distance between their
response values. Given data points xi, yj

� �
with continuous re-

sponses ri, rj
� �

, we de�ne the distance as dij = ri � rj
�
�

�
� , which serves

as the measure of similarity. A distance close to 0 indicates a highly
similar data pair, while a larger value approaching its maximum
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suggests greater dissimilarity. The distance dij is then used in the
generalized contrastive loss.

2.2 Contrastive learning and generalized
contrastive loss

The general goal of contrastive learning is to maximize the
similarity of encoded embeddings in the representation domain. To
measure the similarity of two vectors, the cosine similarity is the
most frequent choice. From a mini-batch point of view, suppose xi

and yj are different omics data vectors obtained from sample i and
sample j (i, j � 1, 2, …, nf g; n is the batch size), respectively, fx and
fy are the encoders for each omics data, then the embeddings for xi

and yj are zx
i = fx(xi) and zy

j = fy(yj). The similarity of embeddings
is de�ned as

sim zx
i , zy

j

� �
=

zx
i · zy

j

zx
i

�
�

�
� zy

j

�
�
�

�
�
� �

where • denotes the dot product and ||•|| is the Euclidean norm
of a vector.

By anchoring the embedding of one omics data zx, we de�ne the
generalized contrastive loss to be

Lossx,� y = � Ei
o jwij log Pij

o jwij

( )

where wij � ‰0, 1� is the weight for sample pair xi, � yj
� �

, and

Pij = szx
i
(zy

j ; t) =
exp sim(zx

i , zy
j )=t

n o

o n
k=1exp sim(zx

i , zy
k)=t

� �

is the SoftMax probability of cosine similarity of scaled
embeddings and scaler t � R+ is the temperature parameter.

By �xing the other embedding zy as the anchor, we will get the
other piece of loss Lossy,x. For two omics data, the total contrastive
loss is

Loss = Lossx,y + Lossy,x :

Rewrite this formula in matrix form:

Lossx,� y = � E ‰W � log P�j � ‰Wj�� (� 1)
n o

,

Lossy,� x = � E ‰WT � log PT �j � ‰WT j�� (� 1)
n o

,

Loss = � E (W � log P)j � (Wj)� (� 1) + (WT � log PT )j � (WT j)� (� 1)
n o

,

where � denotes the Hadamard product (element-wise product),
log P is applied elementwise, and ( · )° (� 1) denotes the Hadamard
inverse. The Hadamard inverse of matrix X is de�ned as ‰X° (� 1)�(i,j)
= 1

xij
. Also, vector jn�1 = ‰1, � 1, …, 1�T , matrix Wn×n is the weight

matrix and matrix Pn×n is the SoftMax probability matrix, with
P(i,j) = Pij. Here, (Wj) holds the row sums of the weights, so its
Hadamard inverse normalizes each anchor by its total weight.
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By this de�nition, we can use one generalized formula to
incorporate self-supervised contrastive loss, supervised contrastive
loss on categorical responses and supervised contrastive loss on
continuous responses. The key lies in the de�nition of the weight
matrix W, which captures the information of both similar and
dissimilar pairs.

First, for self-supervised contrastive loss, we have Wn�n = I n�n

where I is an identity matrix.
Second, for supervised contrastive loss on categorical responses,

W is de�ned as

Wn�n = equal‰rn�1, (rn�1)
T �

where r is the response vector and equality function equal(•) is a
true/false function that checks the element-wise equalities.
Equivalently,

W (i,j) = wij =
1 if�ri = rj,

0 if�ri � rj :

(

Third, for supervised contrastive loss on continuous responses,
we propose three methods to de�ne the weight matrix W. The
underlying principle is to assign a weight to a data pair based on the
distance of their responses, with the weight being negatively
correlated to the response distance. Namely, the larger the distance
is, the smaller the weight is and vice versa.

Suppose ri, rj are the responses for a data pair xi, � yj
� �

, the
norm-1 distance is dij = ri � rj

�
�

�
� .

Accordingly, the three weights are de�ned as follows.
(1) Linear weights

wij = 1 � cdij,

where the scale

c =
1

max
i,j

(dij) + e

and a small positive constant e is to avoid zero denominator.
(2) Exponential weights

wij = exp ( � dij) :

(3) Negative-log weights

w0
ij = � log

dij + e
max

i,j
(dij) + e

0

@

1

A , � � wij =
w0

ij

max
j

(w0
ij)

,

where e is a small positive constant to avoid zero values and we
further scale w0

ij to contain the weights within [0,1].
In the rest of the article, we will use all three methods to train the

model and compare their performance. In general, we do not expect
any single method to be universally optimal for all datasets. The best
method depends on the speci�c distribution of the response variables
and the characteristics of the data. Instead of leaving this choice open,
we provide a simple validation-based rule to select the weighting
method and show when each method is most robust (see Results).
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2.3 MB-SupCon-cont framework

The MB-SupCon-cont framework (Figure 1) is designed to
integrate multi-omics data and predict both categorical and con-
tinuous responses with enhanced accuracy and interpretability. The
�rst stage of the MB-SupCon-cont framework involves data collec-
tion. Paired omics data, such as microbiome and metabolome data,
are collected along with patients’ phenotype information. In the
next stage, contrastive learning is applied by training a supervised
contrastive learning model to obtain encoders fx and fy. In this
context, the generalized contrastive loss is used to accommodate
different types of response data. In the �nal stage, prediction heads
(either classi�ers or regressors) are applied to the embeddings.
When making new predictions, embeddings from either
microbiome data or other omics data are selected based on their
performance during the training phase. Additionally, unique trends
related to the responses can be visualized in the lower-dimen-
sional space.

2.4 Encoder architecture and model
training

Each omics data type has its own encoder, and the two encoders
do not share weights, so each encoder can match the size and
structure of its own input. Each encoder is a multilayer perceptron
composed of fully connected blocks. Every block applies a linear
layer, one-dimensional batch normalization, a ReLU6 activation,
and dropout, followed by a �nal linear layer that outputs the
embedding of dimension de. For the simulation study we varied
Frontiers in Microbiomes 04
the embedding dimension over de � 10, 20, 40f g to assess its effect,
and we report de = 20 as the representative setting (Figure 2), with
de = 10 and 40 in Supplementary Figures 1, 2. For the two real
datasets we used a compact embedding of de = 10, at the low end of
this range, which suits their smaller sample sizes. The hidden-layer
widths of each encoder are listed in the Supplementary Material.

The two encoders are trained together by minimizing the
generalized contrastive loss, using stochastic gradient descent with
a learning rate of 0.001 and a momentum of 0.9, gradient clipping, a
batch size of 32, and 1,000 epochs. Regularization is provided by
dropout, batch normalization, and weight decay. For each dataset,
response, and weighting scheme, the dropout rate, weight decay,
and temperature were selected by the lowest validation RMSE over a
grid search that used only the training and validation data. We
repeated this selection across seeds and checked both how sensitive
the validation RMSE was to these settings and how stable the
selected values were from seed to seed. The search grid and its
selected values, and the sensitivity and stability results are reported
in the Supplementary Material.

2.5 Baselines and statistical testing

We compared MB-SupCon-cont against three groups of base-
lines, all evaluated on the same splits and with the same regression
heads. For the classical baselines, we �t (1) elastic net, (2) support
vector regression (SVR), (3) random forest (RF), and (4) extreme
gradient boosting (XGBoost) on the original omics data. Each
baseline was tuned by 5-fold cross-validation on the combined
training and validation data, with the testing data held out. The
IGURE 1F

Framework of MB-SupCon-cont. Stage 1: collect paired microbiome and other related omics data, as well as phenotype information from the
patients. Stage 2: train a supervised contrastive learning model using generalized contrastive loss. Stage 3: after the model is trained, given either
new microbiome data or other omics data, we can improve the prediction of phenotypes and achieve better visualization.
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hyperparameter search grids for these four baselines are given in the
Supplementary Material. As a multi-view baseline, we �t (5)
canonical correlation analysis on the training data with the same
number of components as the embedding dimension and passed the
canonical components of each omics data type to the regression
heads. To separate the contribution of the contrastive loss from that
of the neural network, we trained (6) an autoencoder for each omics
data type, using the same encoder architecture but a reconstruction
loss in place of the contrastive loss, and used the encoder outputs as
embeddings. Its dropout and weight decay were selected on its own
validation reconstruction loss, so that this baseline was tuned for the
objective it optimizes.

For statistical testing, we paired the 12 test RMSE values by seed
for each comparison, applied a paired Wilcoxon signed-rank test,
reported a 95% con�dence interval for the mean difference from a
paired bootstrap with 10,000 resamples, and controlled the false
discovery rate (FDR) within each table using the Benjamini-
Hochberg procedure (Benjamini and Hochberg, 1995).

2.6 Simulation design

To benchmark the ef�cacy of MB-SupCon-cont, we designed a
simulation study. The simulation data was generated by Reverse
Frontiers in Microbiomes 05
Principal Component Analysis (Reverse PCA), a technique we
developed and detailed in the Supplementary Material. It recon-
structed the original omics data from its lower-dimensional repre-
sentation. The choice of Reverse PCA was grounded in its simplicity
and ease of implementation, making it an accessible yet robust tool
for our analysis. It is assumed that for two sets of omics data, a
representation space exists wherein the corresponding features
from both datasets are correlated. Reverse PCA is used to recon-
struct a reduced-rank approximation of the original data based on
their principal components. This approach guaranteed that the vital
information contained within the embeddings is preserved through
the reconstruction process. In this study, we assume the generated
embeddings in the representation space are corresponding to the
highest-variance principal components and the response variable is
linked to these embeddings.

Algorithm 1 in the Supplementary Material gives the full
implementation details of Reverse PCA. Brie�y, the procedure
generates two correlated omics datasets from latent embeddings
and constructs a nonlinear response from linear, quadratic, and
cross-omics interaction effects, and use the simulated data to
evaluate MB-SupCon-cont. For each simulation setting, we generate
1,000 paired samples and set the dimensions of the two simulated
omics data types to 100 and 500 features. The effect coef�cients
FIGURE 2

Boxplots of prediction RMSEs on testing data (15%) of simulation study from 12 random replicates when the dimension of embeddings is 20.
(A) µr = 0.4; (B) µr = 0.6; (C) µr = 0.8. Red boxes represent the prediction on original data. The blue, orange, and green boxes represent the
prediction on embedding learning by using linear, exponential, and negative-log weighting methods.
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linking the latent embedding features to the response were gener-
ated from a normal distribution N(0,25), and the generated re-
sponse is scaled to 0 to 100 assuming it contains “Age” information.
We also considered several values for the average feature correla-
tion, mr � 0:4, � 0:6, � 0:8f g, and the embedding dimension, de �
10, 20, 40f g.

To test whether the advantage of MB-SupCon-cont holds beyond
the Reverse PCA design, we added three more realistic regimes to the
simulation. In the �rst regime, only a subset of the representation
carries signal, and the remaining components are uninformative noise.
In the second regime, only one omics layer is informative. In the third
regime, the response coef�cients are sparse. As a further check on the
realism of the design, we validated Reverse PCA on the two real
datasets by comparing the original data with their low-rank recon-
struction and measuring the fraction of feature variance that the
reconstruction recovered. We describe the regimes and the reverse
PCA validation in full in the Supplementary Material.
3 Results

3.1 Simulation study based on Reverse PCA

To showcase the ef�cacy and bene�ts of MB-SupCon-cont, the
prediction on simulated original data is compared to the prediction
on learned embeddings. Our simulation demonstrated the superi-
ority of MB-SupCon-cont in predicting continuous responses.
Speci�cally, as the average correlation of embedding features rises,
the advantage of MB-SupCon-cont grows correspondingly. At mr =
0:8, the bene�t of using MB-SupCon-cont is most notable. As
shown in Figure 2, in most scenarios the blue, orange and green
boxes (prediction on embeddings) are signi�cantly lower than the
red box (prediction on original data). Additionally, the linear
weighting method performs marginally better than the other two
when predicting the simulated “Age” variable. This illustrates that
MB-SupCon-cont can enhance prediction performance based on
embeddings, and this enhancement increases with the average
correlation coef�cient of embeddings (Figure 2; Supplementary
Figures 1, 2).

We repeated the simulation under the three more realistic
regimes described in the Methods, which add uninformative noise
components, make only one omics layer informative, or make the
response coef�cients sparse. In the single informative omics and
sparse regimes, the embeddings still gave lower prediction error
than the original data, and when only one omics layer carried signal,
the informative layer produced the better predictions, as expected.
In the noise regime, where most of the representation is uninfor-
mative, the advantage of the embeddings shrank to roughly a tie at
the best head, as expected when there is little shared structure to
exploit. This shows that the advantage of MB-SupCon-cont holds
whenever the two omics layers share response-related signal and
does not depend on the speci�c structure of the Reverse PCA design.
The full results for all regimes are given in the Supplementary
Material (Supplementary Figure 6; Supplementary Table 4).
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We also assessed how well Reverse PCA reproduces the real
data. At an embedding dimension of 20, the low-rank reconstruc-
tion recovered about 79% of the feature variance for the T2D
microbiome, 49% for the T2D metabolome, 34% for the HFD
microbiome, and 46% for the HFD metabolome, which shows that
Reverse PCA is a reasonable generative model for real omics data.
The features with the poorest reconstruction were likely to be low-
abundance taxa and metabolites, which may be harder for principal
component analysis (PCA) to capture accurately.

3.2 Application – type 2 diabetes study

We benchmarked MB-SupCon-cont to paired microbiome and
metabolome data (Zhou et al., 2019). This study enrolled 720
samples of prediabetes patients. Three continuous responses that
are all associated with the disease status of diabetes patients were
considered for prediction, which are Age, Body Mass Index (BMI)
and Steady State Plasma Glucose (SSPG) level.

To assess the prediction performance, we employed the Root
Mean Square Error (RMSE) as the evaluation metric. For a
comparative perspective, predictions were also made on the original
microbiome and metabolome data. The MB-SupCon-cont results
used the best hyperparameter combination selected on the valida-
tion data, and the baselines were also tuned, as described in the
Methods. The dataset was partitioned into a training set (70%), a
validation set (15%), and a testing set (15%). The dimensions of the
microbiome data are 720 × 96, and for the metabolome data, they
are 720 × 724. We executed the analysis 12 times, each with a
unique random seed for the training-validation-testing splits and
recorded the RMSE for all prediction methods during each run.

In Table 1, the mean RMSE values averaged over the 12 runs are
contrasted across the various prediction methods. For predictions
based on MB-SupCon-cont embeddings, each weighting method is
shown with its best performing prediction head, and the full per-
head results are given in the Supplementary Material. Predictions
based on metabolome embeddings achieved the lowest RMSE for all
three responses. The best average test RMSE for Age was achieved
with linear weights (4.2379), for BMI with negative-log weights
(1.5221), and for SSPG with negative-log weights (20.0849). Each of
these was signi�cantly more accurate than the best tuned baseline
(paired Wilcoxon signed-rank test, p = 0.0005 for Age, p = 0.0093
for BMI, and p = 0.0010 for SSPG; FDR-adjusted p-value of at most
0.014). The canonical correlation analysis and autoencoder base-
lines were clearly worse (FDR-adjusted p-value of at most 0.004).
The autoencoder uses the same encoder architecture, was tuned on
its own reconstruction objective, and differs from MB-SupCon-cont
only in the loss function, so this shows that the improvement comes
from the contrastive learning formulation rather than from the
neural network architecture alone. For the microbiome data, the
tuned classical baselines had lower average RMSE than MB-
SupCon-cont for all three responses (with only BMI signi�cant;
FDR-adjusted p = 0.023), which indicates that in this study the
metabolome carries the stronger integrative signal. A boxplot
comparison of all prediction methods for predicting three responses
is also presented in Figure 3.
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For comparison, PCA was performed on both (1) the original
microbiome and metabolome data, and (2) the MB-SupCon-cont
microbiome and metabolome embeddings, each shown at the
weighting method that performed best for that omics and response.
From Figure 4, both Panel A (metabolome) and Panel B
(microbiome) show that the MB-SupCon-cont embeddings
(second rows) exhibit a much more distinctive varying trend in
the lower-dimensional space compared to the original metabolome
and microbiome data (�rst rows). This indicates that MB-SupCon-
cont embeddings provide more accurate response-related represen-
tations of the omics data and enhance the visualization of under-
lying data patterns. The �rst two principal components of the
metabolome embeddings explain a large proportion of the variance
(about 0.83 for Age, 0.59 for BMI, and 0.64 for SSPG), compared
with about 0.14 to 0.16 for the original metabolome data.

3.3 Application – high-fat diet study

To further validate the superiority of MB-SupCon-cont in
predicting continuous responses, we applied it to another indepen-
dent multi-omics murine model studying the effect of a high-fat diet
on the microbial and metabolic changes in mice (Morton et al.,
2019). This model utilized 434 paired microbiome and metabolome
data for integration. In contrast to the previous T2D study, the HFD
study presented substantially higher dimensionality in the paired
omics data, with the microbiome data dimension being 434 × 913
and the metabolome data dimension being 434 × 11,978. We still
split the dataset into training (70%), validation (15%), and testing
data (15%). The analysis was conducted 12 times using different
random seeds. As in the T2D study, the MB-SupCon-cont results
used the best hyperparameter combination selected on the valida-
tion data, and the baselines were also tuned. Responses Age and
Weight are selected as the prediction tasks.

Supplementary Table 1 and Supplementary Figure 3 have
shown the comparison of prediction RMSEs on testing data (15%
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of all data) across different methods. Similar to the T2D study,
predictions based on metabolome embeddings achieved the lowest
average RMSE for both Age and Weight. The best average test
RMSE for Age was achieved with negative-log weights (7.0759) and
for Weight with linear weights (6.3413). For Age, this was signif-
icantly lower than the best tuned baseline (paired Wilcoxon signed-
rank test, p = 0.0005; FDR-adjusted p-value is 0.0010), while for
Weight the improvement was small and not statistically signi�cant
(p = 0.3804). The canonical correlation analysis and autoencoder
baselines were again clearly worse for both responses (FDR-ad-
justed p-value of at most 0.0010). Meanwhile, the color variations
corresponding to different response values are clearly distinguish-
able in the lower-dimensional PCA scatter plots (PC2 vs. PC1) of
metabolome and microbiome embeddings (Supplementary
Figures 4, 5). The �rst two principal components of these
embeddings explain a large share of their variance (about 0.98 for
Weight and 0.52 for Age in the metabolome embeddings, and about
0.97 for Weight and 1.00 for Age in the microbiome embeddings),
compared with about 0.16 for the original metabolome data and
0.09 for the original microbiome data. This study reaf�rms the
stable and consistent performance of MB-SupCon-cont.

3.4 Weighting-scheme selection and
robustness to response noise

We de�ned three weighting schemes, which raises two ques-
tions: how to choose among them, and whether all schemes are
worth keeping. Our results show that the best scheme depends on
the response and can even differ between the two omics. In the T2D
study, the lowest error on the metabolome came from linear weights
for Age and negative-log weights for BMI and SSPG, while on the
microbiome it came from linear weights for Age and SSPG and
exponential weights for BMI. In the HFD study, the lowest error on
the metabolome came from negative-log weights for Age and linear
weights for Weight, while on the microbiome linear weights were
TABLE 1 Prediction error in the T2D study.

Response Tuned baseline CCA Autoencoder
MB-SupCon-cont

Linear Exponential Negative-log

Microbiome

Age
7.3189

(XGBoost)
9.3040

(RF)
9.0645

(RF)
7.7085

(RF)
8.1742

(XGBoost)
7.7273

(RF)

BMI
2.8278

(RF)
3.7786

(RF)
3.5725

(RF)
3.0339
(SVR)

2.9902
(SVR)

2.9928
(SVR)

SSPG
40.9987

(XGBoost)
58.2669

(RF)
52.0979

(RF)
43.7351

(RF)
45.3779

(RF)
43.8193

(ElasticNet)

Metabolome

Age
4.9137

(XGBoost)
9.8050
(SVR)

8.1722
(RF)

4.2379
(RF)

5.1786
(XGBoost)

4.4586
(XGBoost)

BMI
1.7291

(XGBoost)
4.0323

(ElasticNet)
2.9412
(SVR)

1.5360
(RF)

1.6323
(SVR)

1.5221
(SVR)

SSPG
26.2918

(XGBoost)
60.7627

(SVR)
49.0548

(RF)
21.0723

(RF)
29.7155

(RF)
20.0849

(XGBoost)
Average RMSEs on testing data for predicting Age, BMI and SSPG over 12 random splits. Each method is shown at its best-performing prediction head, given in parentheses. For each response,
the lowest RMSE across all methods and omics data types is highlighted in bold.
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best for both Age and Weight (Table 1 and Supplementary Table 1).
Thus, the best scheme depends on the response and should be
selected from the data rather than �xed in advance.

To make this choice automatic, we select the scheme by
validation performance. For each dataset and response, we take
the three schemes at their best prediction heads and keep the one
with the lowest validation RMSE. We then evaluate the selected
scheme on the held-out test data. This rule selected the best
performing scheme on the test set in nine of the ten (90%) scenarios
across the two studies. In the one exception, HFD Weight, the
scheme it chose was only about 0.2 RMSE behind the best. The
validation-based rule is therefore a simple and dependable way to
make the choice.
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The schemes also differ in how they tolerate measurement noise
in the response. To assess their robustness, we added Gaussian noise
to the training and validation responses at levels ranging from 0 up
to 1 standard deviation (SD) of the response (a noise fraction of 0 to
1), while keeping the test response clean. As shown in Figure 5, the
three schemes degraded at different rates as noise increased, and
thus their relative ranking could change depending on response
ranges. For responses with a narrow range, such as T2D Age and
BMI, the ranking of the three schemes remained largely unchanged
as the noise increased. For responses with a wide range, such as T2D
SSPG and HFD Weight, the ranking changed under heavy noise.
Also, the exponential and negative-log weighting schemes became
the most robust under heavier noise because they placed more
FIGURE 3

Boxplots of prediction RMSEs on testing data from 12 random replicates, by using different methods for three continuous responses (T2D study).
(A) Age; (B) BMI; (C) SSPG. Each method is shown at its best-performing prediction head, given in parentheses below the box. Boxes are notched at
the median and the points are the 12 per-seed RMSEs. Colors: red, tuned baseline; purple, canonical correlation analysis; brown, autoencoder; blue,
linear; orange, exponential; green, negative-log.
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weight on pairs with similar responses. For example, on the
metabolome embeddings with the prediction head �xed at
random forest, we varied the weighting scheme and the noise
level (Figure 5). Measured by the increase in mean test RMSE as
the response noise rose from 0 to 1 SD, the exponential scheme was
the most robust for T2D SSPG, with its error rising by only 16.4
compared with 33.5 for linear weights. For HFD Weight, the
negative-log scheme was the most robust, with its error increasing
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1.7 compared with 3.9 for linear weights. In both cases, at the
highest noise level, the more robust scheme also had the lowest
validation RMSE and was therefore selected by the validation-
based rule.

These results lead to a simple guideline. The weighting scheme
is not a �xed part of the method but a data-driven choice that the
validation-based rule can make reliably. The exponential and
negative-log schemes earn their place because they are more
4FIGURE

PCA scatter plots (PC2 vs. PC1) on testing data for responses Age, BMI, and SSPG (T2D study). (A) shows the lower-dimensional PCA projections of
the original metabolome data (�rst row) and the MB-SupCon-cont metabolome embeddings (second row). (B) presents the lower-dimensional PCA
projections of the original microbiome data (�rst row) and the MB-SupCon-cont microbiome embeddings (second row). Each embedding is shown
at the weighting method that performed best for that omics and response. The percentage on each axis is the proportion of variance explained by
that principal component in PCA.
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robust than linear weights when a wide-range response may be
measured with error. The three schemes therefore form a useful
family rather than redundant options.

3.5 MB-SupCon-cont embedding
geometry re�ects response structure

The principal component scatter plots suggest that the MB-
SupCon-cont embeddings organize samples by the response. To test
this directly, we measured how closely the geometry of the embed-
ding space matches the geometry of the response. For each
embedding we computed the pairwise Euclidean distances between
samples, and did the same for the response, then measured the
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correlation between the two distance matrices with a Mantel test
(Mantel, 1967) using 999 permutations. A high Mantel correlation
means that samples close in the embedding space also have
similar responses.

The Mantel test quantitatively con�rms that distances in the
best-scheme embeddings track the response distances much more
closely than distances in the original data do. In the T2D study the
Mantel correlations were about 0.27 to 0.82 across the two omics and
three responses, and in the HFD study about 0.54 to 0.83 across the
two omics and both responses (all signi�cant with p = 0.001),
compared with about 0.00 to 0.21 for PCA of the original data. For
the autoencoder, although tuned on its own reconstruction objective,
it reached only about 0.01 to 0.20 and was signi�cant in only four of
FIGURE 5

Robustness to response noise of the three weighting schemes. Test RMSE of the linear, exponential, and negative-log schemes as the level of
response noise added to the training and validation responses increases, while the test response is kept clean. For this comparison the schemes are
evaluated at a �xed random forest head, so that only the weighting scheme varies. (A) T2D. (B) HFD. Within each panel the rows are the two omics
data types (�rst row microbiome, second row metabolome) and the columns are the responses. Points are means over the 12 splits and the error
bars are one standard error.
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